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ABSTRACT

The technique of k-anonymization has been proposed in
the literature as an alternative way to release public in-
formation, while ensuring both data privacy and data
integrity. We prove that two general versions of opti-
mal k-anonymization of relations are N P-hard, includ-
ing the suppression version which amounts to choosing a
minimum number of entries to delete from the relation.
We also present a polynomial time algorithm for optimal
k-anonymity that achieves an approximation ratio inde-
pendent of the size of the database, when k is constant.
In particular, it is a O(k log k)-approximation where the
constant in the big-O is no more than 4. However, the
runtime of the algorithm is exponential in k. A slightly
more clever algorithm removes this condition, but is a
O(k log m)-approximation, where m is the degree of the
relation. We believe this algorithm could potentially be
quite fast in practice.

1. INTRODUCTION

Data privacy and data mining are quite naturally at
odds with each other. In certain scenarios such as track-
ing epidemics and product marketing, a data miner re-
quires access to large volumes of (possibly) personal in-
formation, in order to spot interesting trends or corre-
lations. However, the direct release and study of such
data may violate the privacy of individuals. Ideally,
one strives for the best of both worlds: to somehow
infer overall trends in data without inferring much in-
formation about particulars. Many approaches to this
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fundamental data mining problem have been suggested,
implemented, and theoretically studied (e.g. [1, 2, 3, 5,
7, 4]). In general, most proposals for privacy-protecting
data mining involve perturbing individual data values
or perturbing the results of queries, but this is unde-
sirable if one wants to ensure complete data integrity.
(One can imagine cases arising where it is vital to be
capable of rigorously proving to a judge that a certain
trend is indeed occurring; with perturbations in data,
only “probably true” inferences may be drawn.)

An alternative approach is to restrict the release of
information in some way. We shall focus on the strat-
egy of k-anonymization, first proposed by Samarati and
Sweeney [9, 10]. To our knowledge, no theoretical re-
sults were known concerning the problem prior to this
paper. Let k > 1 be a fixed integer. Suppose we want
to release a table of private data to the public, and we
have the capability to suppress or “generalize” various
entries in the table. If this suppression/generalization
is done in such a way that every record becomes textu-
ally indistinguishable (entry for entry) from k — 1 other
records in the table, we say that the new modified table
is k-anonymized. For a quick example, take the follow-
ing short relation, given as a possible response to the
query “Who had an X-ray at this hospital yesterday?”

first last age race
Harry Stone 34 | Afr-Am
John Reyser | 36 Cauc
Beatrice | Stone 47 | Afr-Am
John Ramos | 22 Hisp

Suppose our task is to 2-anonymize this data before
its release. If the database has been augmented to per-
mit the proper values for attributes, then one possible
2-anonymization of the table would be the following.

first | last age race
* Stone | 30-50 | Afr-Am
John Rx* 20-40 *
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Ssible generalizations must be given prior to the in-
put. In this paper, we will only consider the special case
of suppressions, i.e. each entry is either included in the






